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RGW CEPHFS

A web services gateway for object A reliable, fully distributed block device
storage, compatible with S3 and Swift with cloud platform integration

A distributed file system with POSIX
semantics & scale-out metadata

LIBRADOS
A library allowing apps to directly access RADOS (C, C++, Java, Python, Ruby

RADOS

A software-based reliable, autonomous, distributed object store comprised of
self-healing, self-managing, intelligent storage nodes and lightweight monitors
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*MBps

*S/MBps

*MBps/provisioned-TB
*Watts/MBps

*MTTR (self-heal from server failure)
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HDD sample

SSD sample
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4M Read MBps per
Drive
4M Write MBps per
Drive
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HDD sample S5D sample
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IOPS ¢ 1-2x P3700s per sled, OR
Optimized * 4-8x S3710s per server

Throughput *12-16x 3.5”-bay standard ’ .2;‘32::;5"
Optimized servers «24-36x3.5" servers
-bay dense
Servers * 60-76x 3.5”

Cost-Capacity -bay ultra-dense

Servers

Optimized
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= Ceph block (RBD)

» Intel® P3700s w/ co-located write journals, OR
I0PS » Intel® S3710s w/ Intel® P3700 write journals

Optimized * Multiple OSDs per flash drive

« 10 Xeon® cores per P3700; 4 per S3710

= 2x or 3x replication (with backup)

ceph

+ Ceph block or object (RBD or RGW)
* HDDs w/ P3700 or S3710 write journals
Throughput +1Xeon® core per 2 HDDs

Optimized + Single OSD per HDD
* 10GbE -> 40GbE with >12 HDD per chassis
* 3x replication

= Ceph object (RGW)
. . * HDD drives with no SSD journal
Cost (_:aPaCIty »1 Xeon® core per 2 HDDs
Optimized « Single OSD per HDD
= Erasure-coded
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NODE AND CLUSTER SIZING PRINCIPLES:

Ceph node recovery: --------o-- Ceph OSD server reserve-capacHy: Smaller-----
Smaller cluster = larger impact to cluster = greater % of reserve capacity on each
workload performance during node allocated to accommodate failed node
recovery

GUIDELINES:

Minimum supported cluster size: 3 nodes

Minimum recommended Ceph cluster: 10 nodes
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o Dataencoded into k chunks with m parity chunks.
(which are spread onto different volumes on different servers)

Can tolerate m disk failures without data loss.

|

FOR EXAMPLE:
8+3 k+m

© Multiple full data copies
stored on different servers
(2x or 3x replication)

(One of the BIGGEST choices affecting purchase price in the entire solution!)
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IOPS Optimized Throughput Optimized Cost / Capacity Optimized
NVMe SSD in SLED chassis SSD, HDD in standard / dense chassis HDD in dense / ultra-dense chassis

High IOPS / GB High MB/s throughput Low cost / GB
Smaller, random 10 Large, sequential 10 Sequential 10
Read / write mix Read / write mix Write mostly

Use Case: MySQL se Case: Rich Media Use Case: Active Archives
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